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Abstract

In the evaluation of models, theories, information retrieval
systems, learning systems and neural networks we must deal
with the ubiquitous contingency matrix of decisions versus
events. In general this is manifested as the result matrix for a
series of experiments aimed at predicting or labeling a series
of events. The classical evaluation techniques come from
information retrieval, using recall and precision as measures.
These are now applied well beyond this field, but
unfortunately they have fundamental flaws, are frequently
abused, and can prefer substandard models. This paper
proposes a well-principled evaluation technique that better
takes into account the negative effect of an incorrect result
and is directly quantifiable as the probability that an informed
decision was made rather than a random guess.

Introduction

Throughout the cognitive sciences we frequently deal with
the ubiquitous contingency matrix of decisions versus
events. While this is in its own right a matter for research in
the study of gambling and risk taking and any theory of
rational choices, we here focus on its practical applications.
It is perhaps better known in its demeaned or standardized
guises of the covariance and correlation matrices, but here
we treat its practical manifestation as the result matrix for a
series of experiments aimed at labeling a series of events.

The labeling may be performed by a human amateur or
expert, or by a knowledge-based system or expert system. It
may be the result of the application of a black box neural
network, or a prediction of a formally specified theory. In all
cases there is some event that has to be predicted or labeled,
and some source of predictions or labels. We assume that
the event is not a random variable but there is a theoretical
basis of predicting or identifying it based on its context —
which may without loss of generality precede, accompany or
succeed the event. We will designate the label, predictor or
prediction P and the true label, class or result R, as is
traditional in designing and evaluating decision trees.

Specific examples include predicting the outcome of a
horse race based on history and form, decision support
systems that decide eligibility for a government allowance,
parsers or taggers that give syntactic or semantic labels to
the words of a sentence, neural nets that aim to identify a
psychological condition from real-time single-trial
electroencephalograms, search engines that aim to retrieve
specified documents or web pages based on query words.

The first of these examples has inspired the approach to
be presented in this paper, while the last has spawned the
techniques and terminology that are presently used for
evaluating the tabulated results.
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Recall, Precision and Accuracy

In information retrieval, such as web search, search criteria
such as keywords and the documents returned are then
evaluated for relevance. The proportion of relevant
documents that is returned is called recall. The proportion
of documents returned that are relevant is called precision.
This classic situation corresponds to a binary decision
problem: result and prediction labels are either relevant or
irrelevant, yes or no, + or —.

A supervised learning system has similar labels but
actually trains with known result labels and compares the
results against the predicted labels. An unsupervised
learning or classification system automatically invents a
number of classes and we can then associate these classes
with their most common prediction and assess them in the
same way. In each case both binary and multiple
classifications are meaningful, although the unsupervised
case has an additional issue in that a different number of
classes, K, may be determined rather than the number of
classes expected, C.

The search problem assumes that there are a specified
number of documents (class 1) that satisfy the criteria and
may be found by the search process, and the others don't
(class 2). This binary task thus gives us a four cell result
matrix: if +P indicates the number of times that we
predicted a + label (success) and +R is the times the actual
result was a + label, then the four cell contingency matrix
counts are [+P+R| (P true and R true — also known as TP for
True Positive), —P—R| (P false and R false — also known as
TN for True Negative), |[+P—R| (False Positive/FP), |-P+R|
(False Negative/FN) and it has marginal sums [+P|, |-P|, |[+R|
and |-R| where 4P|+ |-P|= +R|+|-R|=N:

+R -R
+P 42 18 60
—P 28 12 40
70 30 100

The recall measure is simply the proportion of all such
instances available that are identified correctly, whilst the
precision is the proportion of all predictions that are
identified correctly. The difference between these is in the
denominator — precision is [+P+R|/HP| = pr(c=1|/=1) and
recall is [+P+R|/HR| = pp(/=1|c=1). The problem here is that
we have two measures of fitness rather than one, and neither
of them incorporates any penalty for making an error: the
[+P—R| (FP) and |-P+R| (FN) cells correspond to type 1 and
type 2 error respectively.

These errors are often taken account of by limiting the
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acceptable range of type 1 error to less than  , and either
ignoring type 2 error or limiting it to a an acceptable range
ofup to 2 , but there is no penalty attached to the errors.
These figures correspond to precision and recall,
but often cognitive science ¢ periments yield results with
much greater error ranges and much lower precision and or
recall, and the problem is that there is usually a trade off of
recall against precision.

The most common solution in information retrieval,
machine learning and neural network research is some sort
of average accuracy, and in this paper we discuss the
standard approaches, and show that they fail to capture
meaningfully the e tent to which informed decisions are
being made.
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